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Abstract—This paper presents a general virtual ring method to design and analyze small-world structured P2P networks on the base
topologies embedded in ID spaces with distance metric. Its basic idea is to abstract a virtual ring from the base topology according to
the distance metric, then build small-world long links in the virtual ring and map the links back onto the real network to construct the
small-world routing tables for achieving logarithmic greedy routing. Four properties are proposed to characterize the base topologies
that can be turned into small world by the virtual ring method. The virtual ring method is applied to the base topologies of d-torus with
Manhattan distance, high-dimensional d-torus base topologies, and other base topologies including the unbalanced d-torus and the
ring topology with tree distance. Theoretical analysis and experiments demonstrate the efficiency and resilience of the proposed
routing schemas.

Index Terms—P2P, small world, structured topology, routing table, query routing.
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1 INTRODUCTION

STRUCTURED Distributed Hash Table (DHT) P2P overlay
networks build long links upon base topologies to

support highly efficient query routing in large-scale dis-
tributed networks [12], [20], [26], [27], [28], [36]. In the base
topology, nodes maintain short links to their closest
neighbors in an ID space according to a given distance
metric. Long links with exponentially growing lengths in the
ID space are built to achieve logarithmic query efficiency.
Most structured P2P networks, although featuring various
routing table schemas, maintain Oðlog nÞ neighbors for each
node and achieve the bounded greedy query routing
efficiency of Oðlog nÞ hops. Researchers have proposed many
models for analyzing the topological features of structured
P2P networks [11], [17], [25], [29]. There still lacks a general
design method to construct and analyze P2P networks in a
given ID space with distance metric.

This paper presents a general constructive framework,
named the virtual ring method, for building and analyzing
small-world structured P2P overlays. Small-world phenom-
enon was first spotted in social networks [18] and has been
demonstrated to extensively occur in many networks like
World Wide Web [32]. Random graph models were
proposed to analyze the diameters and the clustering
properties of small-world networks [2]. Many unstructured
P2P overlays such as Gnutella also inherently follow small-
world properties [22], but it is difficult for them to support
deterministic greedy routing. Kleinberg proposed a navi-
gatable small-world model that turns a 2D mesh network
into a small-world network by augmenting long links with
probability in inverse proportion to the length of links [14].

Small-world-based P2P overlays with base network of ring
and Delaunay graph topologies are proposed based on
Kleinberg’s model [4], [6], [10], [16], [19], [30].

Compared with previous methods [7], [14], [15], [17],
[23], [25], [29], [33], our method can be applied not only to
design the small-world P2P routing schemas in a given ID
space with distance metric but also to analyze the routing
efficiency of the proposed schemas. It can be used to design
and analyze indexing and searching schemas in a large
distributed data space with distance metric.

The technical path to investigate the virtual ring method
is given as follows:

1. We first study how to build long links in a ring
overlay with ring distance metric in Section 3. k link
IDs are used for each node to build small-world long
links in a predefined integer ID space of size N
greater than the real network size n. Logarithmic
routing table size and query hops are achieved by
using k … log2 N link IDs without the estimate of
network size.

2. The virtual ring method is introduced in Section 4.
First, the structured base topology of a P2P overlay is
mapped onto a ring topology according to the
distance distribution of the base topology. Then,
long links are built in the virtual ring using k link
IDs generated in the ID space, and are mapped back
onto the real network to build small-world routing
tables. We discuss two classes of base topologies:
one can use the ring method introduced in Section 3
and the other cannot. Four properties are proposed
to characterize the base topologies that can be turned
into small-world networks by the virtual ring
method. By testing these properties on a base
topology, the designer can naturally induce out a
routing schema and obtain the corresponding rout-
ing efficiency if the base topology can be augmented
to a small-world network.
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3. The base topology of the first class is studied in
Section 5 by applying the virtual ring method to
CAN overlays [26] with d-torus base topology. We
demonstrate that Oð22d�1 log dn1=dÞ long links are
added for each node in the networks of size n using
k … 22d�1 log2 N link IDs with a large predefined
integer N and Oðlog dn1=dÞ query hops are obtained.
We also show that Oðlog dn1=dÞ long links are added
for each node and Oðlog 2n1=2Þ query efficiency is
achieved in high-dimensional d-torus base topolo-
gies using k … 8 log2 N link IDs.

4. We further investigate the routing efficiency of the
proposed routing tables in adverse network envir-
onments including dynamic environments and un-
balanced d-torus networks. The virtual ring method
can be applied without any modification to the
unbalanced d-torus where random sampling meth-
ods cannot apply.

5. Then, we show how to apply the virtual ring method
to a base topology of the second class, a ring overlay
with tree distance metric in Section 6. The method
can help design a routing table schema to achieve
Oðlogb nÞ query hops with Oðb logb nÞ long links
added for each node in a b-ary string ID space.

6. Finally, we carry out experiments to evaluate the
induced routing schemas in terms of routing table
size and routing efficiency in Section 7.

2 RELATED WORK

Most DHT structured P2P overlays map data objects and
node addresses to an ID space and the locations of data
objects are determined by a linear order relationship on data
IDs and node IDs [26], [27], [28], [36]. Base topologies of DHT
overlays are formed by building short links among nodes
according to a distance metric in the ID space. Routing tables
are constructed on the base topology to support logarithmic
query routing. Different data object location schemas with
their corresponding distance metrics determine the routing
schemas. Tapestry [36] and Pastry [27], inspired by the work
of Plaxton et al. [24], construct routing tables based on the
prefix of b-ary node IDs. The distance is measured by the
length of common prefix shared by two IDs. Queries are
forwarded to the neighboring node that shares the longest
common prefix. The size of routing tables is Oðb logb nÞ and
that of the routing hops is Oðlogb nÞ. Chord builds its routing
tables based on a numeric distance between IDs in a numeric
integer ID space [28], achieving Oðlog2 nÞ routing hops and
routing table size. CAN organizes nodes in a d-dimensional
Cartesian space with Manhattan distance metric [26]. Each
node maintains short links to OðdÞ direct neighbors in the
space. The length of routing path on CAN is Oðdn1=dÞ and
Oðlog nÞ for d … Oðlog nÞ. Butterfly and de Bruijn graph
topologies are used to construct constant degree P2P
overlays where the distance is measured based on bit-
operation distances [20], [13]. SkipNet [12] and Skip Graph
[3] use random IDs to build distributed Skip List structures
in a decentralized way and achieve Oðlog nÞ hops in a linear
ID space.

Many theoretical frameworks for structured P2P over-
lays have been proposed, focusing on analyzing topology

and routing properties of the structured P2P overlays [1],
[11], [17], [25], [29], [33]. There are few general and
constructive models that help guide designers to build
and analyze a structured P2P overlay in a given ID space
with distance metric. Previous general small-world models
introduced in [2] and [32] cannot be directly used to support
deterministic greedy routing schemas.

Kleinberg proposed a navigatable small-world model that
can be used as a general model to build small-world-based
P2P overlays [14]. The model builds long links following the
harmonic distribution in a 2D lattice. Let dðv; uÞ … jk � ij þ
jl � jj be the lattice distance between node v at the position
ði; jÞ and node u at the position ðk; lÞ in an n � n lattice. The
probability of connecting node u to node v is inversely
proportional to the lattice distance between two nodes. That
is, v connects u with probability p … dðv; uÞ�r=T , where T …
�u1=dðv; uÞ�r is the normalizing factor ensuring that exactly
one long link is set up for each node. Queries are forwarded
along the long links closest to the target in the lattice distance
space. The length of long links follows the uniform
distribution when r … 0, and the greedy routing hops are
bounded by Oðn2=3Þ. Oðlog2 nÞ hops are achieved when r … 2.
The 2D lattice model is extended to a tree network and a
general group structure model in [15]. The exact topology
information T is required to calculate the probability of
connecting a long link with a remote node. It is not required
to estimate the real network size when applying the virtual
ring method for the construction of long links. Kleinberg’s
model was studied in rings and was extended to other more
general topologies that satisfy the distance maintaining
epimorphism constraints [5]. It has been proved that
Oðlog2 nÞ is the tight bound of the routing path length in
Kleinberg’s small-world d-mesh with the linking probability
p … dðu; vÞ�d=T for adding long links [21]. A general model
for a class of graphs with small-world properties was further
proposed in [23]. A shorter diameter of Oðlog1þ1=d nÞ can be
achieved in d-mesh by using neighbors’ neighbor relation-
ships in an indirect greedy routing schema [9].

Symphony uses a random function to generate long links
in a harmonic distribution for building a 1D small-world
P2P overlay based on Kleinberg’s model [19]. It achieves
Oðlog nÞ query hops by adding logðnÞ long links for each
node. Symphony nodes use their neighbors’ ranges to
estimate the real network size n for building long links in
the harmonic distribution. It does not address the problem
of building long links in multidimensional torus/mesh
topologies where Kleinberg’s model is originated. Mercury
constructs multiple Symphony rings to support multi-
attribute queries [6]. Small-world long links are built in a
d-dimensional Voronoi graph based on a randomly sampling
process in [4] and [30]. An ID distribution sampling method
is proposed to build small-world long links in a nonuniform
distributed ID space [10]. The properties of graphs that can
be turned into small-world networks by adding long links
are studied in [7], but no practical routing table building
schema is discussed. A hierarchical random sampling
method over bounded growth graphs is proposed to
construct a tree-like overlay structure and build small-
world routing tables [8].
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3 BUILDING LONG LINKS IN RING OVERLAY WITH
RING DISTANCE

We start with an overlay having a ring base topology and a
ring distance, showing how to build small-world long links
without using the real network size n. Let I be a real
interval ‰0; H� ðH � 1Þ. The base ring network of size n is
formed by randomly drawing real numbers from I as node
IDs, sorting them in an increasing order as id1; id2; . . . ; idn,
and connecting neighboring nodes in I (id1 and idn are
neighbors). Data objects are identified by IDs from I. A
node idi is responsible for the data objects with IDs falling
in the range ðidi�1; idi�. The ring distance from x to y is
defined as dRðx; yÞ … ðy � x þ HÞ mod H.

Queries are greedily forwarded along the ring by
choosing the link with the shortest ring distance to the
target. Each node maintains short links to its neighbors and
builds long links to remote nodes to support efficient
greedy query routing. We generate k random numeric
number r as link IDs following the harmonic distribution in
the ID space. A random variable generator is used to
produce the link IDs. A predefined integer N � n is used to
replace the real network size n used in Symphony [19]. A
link ID r is generated by

r … ðidi þ H=exÞ mod H; ð1Þ

where x is a random real number drawn from the real
interval ‰0; log N �.

Node idi builds a long link by connecting the remote
node idj that holds r. Each node uses k … Oð1Þ � log2 N
link IDs to build multiple long links. In (1), H=ex

produces a distance following the harmonic distribution
in the ID space, which enables the long links from idi to
exponentially stretch in the ring network. To prove the
logarithmic routing efficiency, we first consider a routing
process in a virtual ring overlay with N virtual nodes.
Then, the routing efficiency in the real ring is obtained by
embedding the real ring overlay into the virtual ring.

Let S … fv1; v2; . . . ; vNg be a set of sorted real number
IDs of N virtual nodes, vi … i � H=N for i … 1; 2; . . . ; and N .
S partitions the ID space I into N þ 1 equal-sized
intervals. k … Oð1Þ � log2 N long links are added for each
node in S.

Theorem 1. The expected routing hops in S are Oðlog2ðNÞ=kÞ
when adding k … Oð1Þ � log2 N long links for each virtual
node of S. If k … log2 N , the expected hops are Oðlog NÞ in S.

Proof. Considering a long link r from node vi of S, let Xd be
a random variable of the distance dRðvi; rÞ. We have
Xd … H=ex and Prðx � dÞ … d= log N for 0 < d < log2 N .
Then, for any H=N < t < H=2, the probabilistic distribu-
tion function of Xd is PrðXd � tÞ … PrðH=ex � tÞ …
1 � logðH=tÞ= log N .

Prðt < Xd �2tÞ… PrðXd � 2tÞ � PrðXd � tÞ…1= log2 N
is obtained for any H=N < t < H=2. That is, for a long
link r of node idi, dRðidi; rÞ falls in the range ðt; 2t� with
probability 1= log2 N for H=N < t < H=2. This probabil-
ity is independent of both t and H. If we independently
produce k long links for vi, the probability becomes
k= log2 N . Using the method suggested in [19], the total
jump to reach the target at distance l is expected to be
dlog2ðlÞ � log2ðNÞ=ke. Since the maximum l is N , the

expected query hops are bounded by Oðlog2ðNÞ=kÞ.
When k … log2 N , it is bounded by Oðlog NÞ. tu

Theorem 2. In a network of size n, each real node uses k … log2 N
link IDs for building long links. If N � n and nodes are
uniformly distributed in the ID space, Oðlog nÞ distinct remote
nodes are expected to be located for those k link IDs. The
expected query hops are bounded by Oðlog nÞ. The uniform
distribution means that the maximum range is larger than the
average range by a logarithmic factor with high probability.

Proof. Considering an overlay with n real nodes id1;
id2; . . . ; and idn uniformly distributed in I, sort them in
an increasing order. Then, n real nodes partition the virtual
overlay S into n þ 1 ranges and each real node is expected
to hold N=n virtual nodes of S. Sorting k … log2 N link IDs
of a given real node idi in an increasing order r1; r2; . . . ; rk,
it can be shown that the jth link ID rj is expected to jump 2j

virtual nodes in S from idi. Then, the first m … log2ðN=nÞ
link IDs from idi are expected to fall into the successive
node idiþ1 because 2m � N=n. Fig. 1a shows that the first
m link IDs of node idi are held by its direct successor idiþ1.
Since the real nodes randomly select IDs, they do not hold
exactly N=n virtual nodes of S. The maximum number of
real nodes in the range containing contiguous N=n virtual
IDs of S from idi is bounded by Oðlog nÞ with high
probability. Also, there are few such ranges that hold more
than log n real nodes. This is equivalent to the classical ball-
and-bin model where n balls drop into n þ 1 bins and the
maximum load of bins is bounded by Oðlog nÞ with high
probability. In this case, those first m long links are held by
at most log n real nodes with high probability. The rest of
the ðlog2 N � mÞ link IDs are held by at most ðlog2 N � mÞ
distinct real nodes. Thus, the total number of distinct real
nodes for log2 N link IDs is expected to be log2 N � m þ 1 …
log2 n þ 1. The maximum number is log2 N � m þ log n …
Oðlog nÞ with high probability. Similarly, it can be shown
that the query hops are also bounded by Oðlog nÞ. tu

It is necessary that N � n and nodes are uniformly
distributed in the ID space I for the ring overlay to achieve
Oðlog nÞ query hops with Oðlog nÞ distinctive long links in
each node. If N < n, n real nodes are uniformly partitioned
into N þ 1 ranges by N virtual nodes of S. It can be
obtained that query hops are expected to be bounded by
Oðlog N þ n=NÞ. Fig. 1b shows the long link distribution
and a query path of the ring overlay with N < n. The
following lemma can be drawn from Theorem 1 for
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Fig. 1. A real ring overlay with n nodes and its corresponding virtual ring
overlay S with N virtual nodes. (a) Real nodes partition the virtual ring
overlay S into n þ 1 ranges, where N > n. (b) The virtual nodes of
S partition the real ring overlay into N þ 1 ranges, where N < n.

Authorized licensed use limited to: IEEE Xplore. Downloaded on November 24, 2008 at 09:09 from IEEE Xplore.  Restrictions apply.



analyzing the virtual ring method introduced in the
following sections.

Lemma 3. In a ring overlay with n evenly distributed nodes, a
long link from v connects node u at hop distance l from v with
the probability pdðlÞ … ðlogðl þ 1Þ � logðlÞÞ= logðnÞ.

4 THE VIRTUAL RING METHOD

Now, we extend the ring method in Section 3 to the virtual
ring method. Given a base topology with distance metric, a
virtual ring overlay is first abstracted. Then, the ring
method is applied to add long links to the virtual ring.
Finally, the long links are mapped to the real base topology
to build routing tables.

Let GnðI; d; g; fvÞ be a P2P overlay of size n, where

. I denotes the ID space nodes draw IDs from,

. d denotes the distance metric defined to measure the
distance dðv; uÞ between IDs of nodes v and u in I,

. g denotes the connected and undirected base
topology where node v adds short links to the
nodes that have the closest distance to v in I
according to d, and

. fv denotes the distribution of hop distance from v
to other nodes in g according to the distance metric
d in I.

Queries are deterministically and greedily forwarded to
the target node along the direct neighbor links in g. Let
dgðv; uÞ be the query hops from v to u by following a
deterministic greedy routing path in g. The hop distance
from node v to its direct neighbors is one. The hop
distance distribution fvðlÞ indicates the number of nodes at
the hop distance l from node vð0 � l � nÞ. It satisfies
fvð0Þ … 1, fvðlÞ � 0, and

Plmax
l…1 fvðlÞ … n for 0 � l � lmax,

where lmax … maxfdgðv; uÞju 2 gg. fvðlÞ and lmax can be
naturally derived when nodes uniformly partition the ID
space. In the ring network with ring distance, fvðlÞ … 1 and
lmax … OðnÞ. In the d-torus network with Manhattan
distance, fvðlÞ … Oðd � ld�1Þ and lmax … Oðdn1=dÞ. In net-
works where fvðlÞ … bl, lmax … Oðlogb nÞ holds. On a base
overlay topology, all nodes share the same distance
distribution fvðlÞ, which means that fvðlÞ … OðfðlÞÞ is
independent of v 2 g.

Before introducing the virtual ring method, we first
define the uniform partition of I by nodes in Property 1,
which will help ensure the efficiency of long links built by
the virtual ring method.

Property 1. When nodes in g are expected to uniformly partition
the original ID space I (the maximum partition is larger than
the average by a logarithmic factor), any given hypercubic
subspace Is centering at node v of I is also evenly partitioned
by a subset of g, in which the nodes holding the furthest points
in Is to v measured by d are also expected to be at the furthest
hop distance to v measured by dg. The biased portion is
expected to be small, at most in logarithmic scale.

A virtual ring of node v is a ring overlay abstracted from
the base topology by taking v as the first node in the ring
and placing other nodes of g along the ring according to
their hop distance to v. Let SvðlÞ … fujdgðv; uÞ … lg be the set

of nodes at distance l from node v, satisfying \lSvðlÞ … �
and [lSvðlÞ … g. Let BuðlÞ … fvjdgðv; uÞ � lg be the set of
nodes from whom the node u is within distance l. Lmax is
the maximum distance in I according to d. A virtual ring of
v is a triple V Rv …< Iv; V Sv; dR > , where Iv is the real range
‰0; Lmax� as the virtual ring ID space, V Sv is the set of lmax
virtual nodes in an increasing order of distance to v, i.e.,
Svð1Þ; Svð2Þ; . . . , and SvðlmaxÞ, and dR is the ring distance in
the range Iv.

Actually, we do not know lmax because it depends on the
real network size n. We can obtain only Lmax by the distance
metric d. From Property 1, it can be drawn that virtual
nodes Svð1Þ; Svð2Þ; . . . , and SvðlmaxÞ uniformly partition the
range Iv. Thus, the nodes at distance Lmax from v in I are
also at distance lmax from v in the virtual ring. This ensures
that the ring method is applicable in the virtual ring ID
space Iv without knowing lmax. Note that every node in the
real network has its own virtual ring. Since all nodes share
the same hop distribution function fv, we consider only one
virtual ring.

A greedy query routing from node v in g can be regarded
as a routing process in V Rv. Querying a node u at distance l
to v can be viewed as a routing from v to the virtual node
SvðlÞ on the virtual ring. One hop in V Rv may contain
multiple hops in the real network because one hop in the
real network does not necessarily reduce the distance in
V Rv. We consider two classes of virtual rings of base
topologies according to dg because any given base topology
must hold the following property.

Property 2. In a base topology g, given any node v and a target
node u with dgðv; uÞ … l ðl � lmaxÞ, for any node w 2 Svð1Þ,
dgðw; uÞ is either l � 1 or l þ c ðc � 0Þ.

Definition 1 (class A virtual ring). The virtual ring that has at
least one node w 2 Svð1Þ satisfying dgðw; uÞ … l � 1 for any
given u with dgðv; uÞ … l (as illustrated in Fig. 2a).

The ring method introduced in Section 3 can be applied
in class A virtual rings. That is, a large integer N > lmax is
used to approximately build log lmax long links for each
virtual node in V Rv and the query hops in V Rv are bounded
by Oðlog lmaxÞ. Given a long link from v to SvðlÞ in the virtual
ring, node v randomly draws a real node u from SvðlÞ in g as
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Fig. 2. Mapping a base topology into a virtual ring V Rv. In class A, l1 < l.
Routing path from v to u is v, v1, u, where dðv; uÞ … l, and dðv1; uÞ … l1. In
class B, l1 � l and l2 < l. Routing path from v to u is v, v2, and u, where
v2 2 S0

vðlÞ 	 SvðlÞ, dðv; uÞ … l; dðv1; uÞ … l1, and dðv2; uÞ … l2.
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a real long link of v. Long links from a virtual node Svðl1Þ to
another virtual node Svðl2Þ in V Rv are actually those long
links added in the V Ru of a real node u of Svðl1Þ.
Considering a greedy routing process in the virtual ring,
one hop along a long link in V Rv reduces the distance to the
target virtual node by half according to Theorem 2.
However, this long link does not necessarily reduce the
distance to the real target node in the real network by half.
We can build small-world routing tables by applying the
ring method in Section 3 for the base network topologies
that hold the following property.

Property 3. In a base topology of class A virtual ring, for any
given pair of nodes v and u with dgðv; uÞ … l ð1 � l � lmaxÞ, if
phðlÞ …

Plmax
r…1

jSvðrÞ\BuðlhÞj
jSvðrÞj pdðrÞ � ch

log lmax
, where 0 < ch � 1 is

a constant real number independent of l, pdðrÞ is calculated by
Lemma 3 and lh … l=2, then the ring method can be applied to
achieve Oðlog lmaxÞ query hops with OðlogðlmaxÞ=chÞ long
links added for each real node.

Proof. SvðrÞ \ BuðlhÞ, named a half distance set from v to u,
contains the real network nodes that are at distance r
from node v and are within distance l=2 from u. Long
links from v falling into the half distance set will reduce
the real network distance from v to u by at least half.
According to Lemma 3, a long link from v in the virtual
ring V Rv is of length r with the probability pdðrÞ. Thus,
the probability that a long link in V Rv is of length r and
falls into the half distance set is jSvðrÞ\BuðlhÞj

jSvðrÞj pdðrÞ when
the long link of length r randomly connects a real node
of SvðrÞ. A long link generated by the harmonic
distribution in V Rv can be of any length r from 1 to
lmax. Thus, the long link jumps into the half distance set
with the probability phðlÞ …

Plmax
r…1

jSvðrÞ\BuðlhÞj
jSvðrÞj pdðrÞ. If

phðlÞ � ch= log lmax for any l, adding OðlogðlmaxÞ=chÞ
random long links ensures that one hop in the virtual
ring jumps into the half distance set with high
probability. In this case, the query hops in the real
network is bounded by Oðlog lmaxÞ. tu

Property 3 not only provides an analytic tool to test
whether or not a given base topology can be augmented to a
small-world network but also gives a framework for
constructing small-world routing tables. For example, it
can be verified that ch … 1 in a linearly ordered ring and
ch � 1=22d�1 in a d-torus. In Section 5, we will show how to
apply this method in a d-torus CAN overlay with Manhattan
distance metric. Base topologies of de Bruijn graph can also
be categorized into class A virtual ring because each node
can approach a target by jumping first to its direct neighbor.
However, de Bruijn base graphs do not hold Property 3.
Although it already has logarithmic routing efficiency,
i.e., lmax … Oðlog nÞ, adding logarithmic number of long
links will not help improve the routing efficiency because
phðlÞ � ch= log lmax and ch … 1=2l, which depends on l and
decreases exponentially with the length of long link.

Definition 2 (class B virtual ring). The virtual ring that
satisfies dgðw; uÞ � dgðv; uÞ for a given pair of nodes u and v,
and all w 2 Svð1Þ (as illustrated in Fig. 2b).

In the class B virtual rings, no greedy routing schema can
be applied by using only direct neighbor links. That is, we
cannot approach the target u at distance more than one hop
from v by jumping first to some direct neighbor node
w 2 Svð1Þ. When a virtual ring of a base topology holds the
following property, it still can be augmented with long links
to support greedy query routing.

Property 4. Given a node v in a base topology of class B and a target
node u 2 SvðlÞ ð0 < l � lmaxÞ, if there always exists a set
S0

vð�ðlÞÞ 	 Svð�ðlÞÞ of nodes, satisfying jS0
vð�ðlÞÞj=jSvð�ðlÞÞj �

chð0 < ch � 1Þ and dgðw; uÞ � dgðv; uÞ � 1 for any w 2
S0

vð�ðlÞÞ; OðlmaxÞ query hops can be achieved by adding one
long link from v to a node w 2 S0

vð�ðlÞÞ for l … 1; 2; . . . , and
lmax. �ðlÞ is a permutation function on the integer range
ð0; lmax�, e.g., �ðlÞ … l in Fig. 2b.

We will show how to use the above method to build long
links in a network with tree distance metric in Section 6.

5 BUILDING LONG LINKS IN d-Torus CAN
OVERLAYS WITH MANHATTAN DISTANCE

In a d-dimensional CAN overlay, each node is identified by a
vector v < x1; x2; . . . ; xd > in a d-dimensional Cartesian
space D … Hd and xi is drawn from a real interval ð0; H�
ðH � 1Þ [26]. The first node holds the complete ID space.
Forthcoming nodes join the overlay by splitting the zone of
an existing node in half along one dimension in a cyclic
way. That is, starting from the first dimension, the new
node splits the range of the existing node along the siþ1th
dimension, where siþ1 … ðsi þ 1Þ mod d and si is the
dimension in which the existing node was split at the ith
time by a previously joining node ðs0 … 1Þ. Data objects are
also identified by vector IDs drawn from D and are stored
at the node that holds the zone the data objects fall in. A
joining node first draws a random ID v < x1; x2; . . . ; xd > ,
where xi follows the uniform distribution in ð0; H�. Then,
the joining node locates and splits in half the node that
currently holds the random ID v. After insertion, the joining
node uses the central point of the zone it holds as its node
ID. Each node maintains short links to their neighboring
nodes in each dimension. The nodes adjacent to the
boundary of the space D in one dimension also connect
those nodes adjacent to the opposite boundary of D. A
d-torus topology is approximated when nodes randomly
partition the ID space. Oðdn1=dÞ query hops are achieved
with each node maintaining OðdÞ short links.

Among the neighboring nodes of node v, there are
always some nodes that can help reduce by one hop the
distance from node v to any given target node u. Thus, a
d-torus CAN overlay falls into class A of V Rv and it can be
proved to hold Property 3. Fig. 3 shows an example of
mapping a 2D CAN overlay to a virtual ring V Rv for node v.
The diamonds in Fig. 3a represent the nodes at distance l1,
l2, and l3 from v. They are mapped into three virtual nodes
Svðl1Þ, Svðl2Þ, and Svðl3Þ in the V Rv in Fig. 3b (represented
by vertical lines). In a d-dimensional CAN overlay of size n,
lmax is expected to be bounded by Oðdn1=dÞ. Thus, there will
be Oðdn1=dÞ virtual nodes in a V Rv. The virtual ring method
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is applied to build long links and achieve logarithmic query
routing efficiency.

5.1 Building Long Links by the Virtual Ring Method
In the d-dimensional ID space D, the Manhattan distance
dðv; uÞ …

Pd
i…1 diðxi; yiÞ is used as the metric to measure the

distance between v <x1; x2; . . . ; xd> and u <y1; y2; . . . ; yd> ,
where diðxi; yiÞ … minfabsðxi � yiÞ; H � absðxi � yiÞg is the
coordinate distance in the ith dimension. The maximum
Manhattan distance Lmax is dH=2.

When building long links, node v <x1; x2; . . . ; xd> first
draws k … Oð1Þ real numbers r1; r2; . . . ; and rk following the
harmonic distribution in a real interval ‰0; Lmax�. Then, for
each ri, a vector point li < y1; y2; . . . ; yd > at distance ri
from v is generated as a link ID for building a real long link.
Finally, node v locates node vi that holds the link ID li and
connects it as a long link.

Real numbers r1; r2; . . . ; and rk are produced by the
method used in function (1). That is, ri … Lmax=ex, where x
is a real number randomly drawn from the real interval
‰0; log N�, and N is a predefined large integer greater than lmax.

Given a distance ri from v, there are multiple candidate
points for li. We randomly generate a real vector �i <
s1; s2; . . . ; sd> so that point li … <x1 þ s1; x2 þ s2; . . . ; xd þ
sd> is at distance ri from v (plus is in wrap mode in ‰0; H�). sj
is iteratively generated by regarding remainder coordinates
sjþ1; sjþ2; . . . ; sd as one coordinate for j … 1; 2; . . . ; d. Initially,
M1 … Lmax, D1 … ri, and � … Lmax=d. sj can be obtained by
repeating the following steps for j … 1; 2; . . . ; and d:

STEP 1: If Mj � �, let sj … Mj and return;
STEP 2: I … ‰0; Dj� \ ‰Dj � Mj þ �; Dj�;
STEP 3: Get a random real number from I as sj;
STEP 4: Mjþ1 … Mj � �; Djþ1 … Dj � sj.
Since v can approach a remote node from two directions

along the ith dimension, sj is randomly assigned with a
positive or negative sign with a probability of 1/2. Then,
the link ID li <y1; y2; . . . ; yd> is obtained by yj … xj þ sj for
j … 1; 2; . . . ; d (plus is in wrap mode in ‰0; H�). Node v
locates and connects the remote node ui that holds li.

The size of the range that a node occupies should be
considered in a greedy routing process. Let Zv …
<z1; z2; . . . ; zd> be the d-dimensional range that node v

currently holds, where zi … ‰ai; bi� is the real interval that v
covers in the ith dimension. Then, the range Manhattan
distance from node v to the target point t <y1; y2; . . . ; yd> is
defined as drðZv; tÞ …

Pd
i…1 qiðzi; yiÞ, where qiðzi; yiÞ … 0 if

yi 2 zi, else qiðzi; yiÞ … minfdiðai; yiÞ; diðbi; yiÞg. drðZv; tÞ … 0
means that point t is located in the zone of node v. A node

selects one link with the shortest range Manhattan distance
to the target point as the next hop for a query.

5.2 Routing Efficiency of Long Links
We will show that a uniformly partitioned CAN overlay
has Property 3 and analyze the probability ph with which a
long link falls into the half distance set of a target node in
the real d-torus network. From ph, we will obtain the
routing efficiency when k long links are built for each node.

Theorem 4. In a d-dimensional CAN overlay with n nodes
uniformly partitioning a d-dimensional ID space by the cyclic
dimension split method, each node uses k link IDs to build long
links ðk > 0 and d < log2 nÞ. Let N � dn1=d be a large integer
constant and k … 22d�1 log2 N . Oð22d�1 log2ðdn1=dÞÞ distinct
long links are expected to be added for each node. The maximum
greedy routing hops are bounded by Oð2log2ðdn1=dÞÞ with high
probability, and the expected routing hops are bounded by
Oðlog2ðdn1=dÞÞ.

Proof. When n nodes uniformly partition the d-dimensional
ID space using the cyclic dimension split method, there
are expected to be Oðdn1=dÞ virtual nodes in the ring of
V Rv in the ID space. Then, according to Theorems 1
and 2, Oðlog2ðdn1=dÞÞ distinct virtual nodes will be added
as long links in the virtual ring V Rv of node v when
k … log2 N and N � dn1=d. The maximum query routing
hops in the virtual ring are bounded by Oð2log2ðdn1=dÞÞ
and the expected query hops are Oðlog2ðdn1=dÞÞ from v to
a virtual node in V Rv. However, considering a target
node u at distance l from node v in the real overlay, only
a long link jumping into BuðlhÞðlh … l=2Þ of node u can
help reduce the distance to u at least by half. For
example, in Fig. 4, the shaded diamond ABCD is the
BuðlhÞ of node u in a 2D space. Long links l1, l2, l3, and l4
from v all point to nodes at distance r from node v, but
only l1 can help approach u and reduce the distance by
half. According to Property 3, the key is to find phðlÞ.

The distance from v to nodes in BuðlhÞ is from lh to
3lh. That is, SvðrÞ \ BuðlhÞ 6… ; for lh < r � 3lh. In SvðrÞ
for lh < r � 3lh, the number of nodes that fall in BuðlhÞ is
the number of such node w that satisfies w 2 SDðr � lhÞ
and w 2 BuðlhÞ, where D is the node at the middle point
in the shortest path from both v and u (also at distance
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Fig. 3. Mapping a 2D CAN overlay onto a virtual ring V Rv. (a) 2D CAN
with long links. (b) The virtual ring V Rv.

Fig. 4. Node u is at distance l from node v and long link l1 from v falls
into its half distance set. Node F is at distance r from node
v ðlh < r < 3lh; lh … l=2Þ. Node D is at distance lh from node v. Diamond
ABCD contains the BuðlhÞ of node u. Diamond EFGJ contains the
SDðr � lhÞ of node D. Diamond KFMQ is the SvðrÞ of node v. So, the
number of nodes in the intersection of KFMQ and ABCD is equal to one
fourth of the nodes on the edge of EFGJ.
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